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Abstract—Integrating a semantic segmentation network into an
Unmanned Aerial Vehicle (UAV) improves situational awareness
and facilitates autonomous operations in dynamic environments.
However, designing such a network for onboard deployment
is challenging, as it must achieve high performance while
maintaining low computational and memory requirements and
ensuring real-time processing capabilities. UAVs typically operate
at high altitudes, providing broad ground coverage; however,
this results in key objects—such as humans, vehicles, and ob-
stacles—appearing smaller in the imagery, thereby complicating
their accurate identification. To address these challenges, we
propose a lightweight semantic segmentation network and a
network-agnostic loss specifically designed for UAV imagery.
The Dual Sparsity Transformer (DST) incorporates two forms
of sparsity: data-based sparsity, which reduces computational
complexity; and content-based sparsity, which filters out irrele-
vant information to generate more refined aggregated features.
The novel loss leverages predicted contours to capture complex
patterns, boundaries, and small objects, imposing a higher
penalty for misclassifications in these areas. This encourages the
network to prioritize the accurate detection of challenging-to-
distinguish objects. Our approach exhibits remarkable accuracy
and real-time throughput for 4K resolution images on a mobile
GPU, highlighting its effectiveness for onboard deployment in
UAV systems.

Index Terms—semantic segmentation, lightweight neural net-
work, unmanned aerial vehicle, remote sensing.

I. INTRODUCTION

AVS, commonly known as drones, are aircraft systems
that operate without a human pilot on board, typically
controlled remotely or autonomously. Initially developed for
military applications, UAVs have rapidly evolved over the past
few decades and now serve a wide range of industries, from
agriculture and environmental monitoring to infrastructure
inspection and disaster management. UAV's are also revolution-
izing logistics and delivery services by offering faster, more
reliable, and cost-effective solutions. For instance, UAVs are
increasingly employed to transport medical supplies—such as
vaccines, blood samples, and medications—especially to re-
mote or disaster-affected areas where conventional transporta-
tion is slow or inaccessible. Moreover, by bypassing traffic
congestion, UAVs enable faster last-mile delivery, improving
customer satisfaction; as a result, companies like Amazon and
Uber Eats are exploring drone-based systems for parcel and
meal delivery.
Integrating semantic understanding directly into a UAV’s
processing pipeline enhances its ability to perform complex
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tasks in dynamic and unpredictable environments while re-
ducing dependence on external infrastructure. For example,
deploying a real-time semantic segmentation network aboard
allows the UAV to differentiate between various terrains
(e.g., roads, grass, water bodies) and adjust its flight strategy
accordingly, facilitating tasks such as terrain following and
landing zone identification. Additionally, onboard semantic
segmentation enables the UAV to detect vehicles, pedestrians,
buildings, trees, and other low-altitude obstacles in real time,
allowing it to dynamically alter its flight path to avoid col-
lisions—particularly important in urban or densely forested
areas. By processing semantic information locally, the UAV
eliminates the need for constant communication with a ground
station or reliance on preloaded maps, enabling more reliable
flight in areas with weak or no radio/GPS signal.

Semantic segmentation is a computationally intensive task,
as it requires pixel-wise classification. Due to their compact
size and light weight, most UAVs cannot accommodate large-
capacity batteries or high-power processors. As a result, they
typically rely on edge devices such as embedded GPUs,
FPGAs, or specialized accelerators, which have limited com-
putational resources and memory. However, general semantic
segmentation models typically demand substantial memory
and computational power, which are unavailable in embed-
ded environments. Although networks such as BiSeNetV1
[1], BiSeNetV2 [2], DANet [3], and STDC [4] prioritize
efficiency and utilize lightweight architectures, they achieve
only marginal gains in acceleration and resource usage at
the cost of significant accuracy loss—particularly on small
objects and boundaries. Consequently, achieving high-quality
segmentation while maintaining low inference time is difficult,
especially in real-time video processing scenarios, where high
frame rates are crucial.

Recent years have witnessed Vision Transformers (ViTs)
achieving remarkable results and surpassing Convolutional
Neural Networks (CNNSs) in various vision tasks [5], [6],
[7]. The success of ViTs can be attributed to their ability
to capture long-range dependencies through self-attention.
However, the vanilla self-attention mechanism models depen-
dencies between all image patches, resulting in a quadratic
computational cost relative to the image size. This makes it
impractical for onboard processors, particularly when handling
high-resolution images. Furthermore, recent studies [8], [9],
through visualizing attention map activations, have shown that
patches with high attention scores are typically sparse and
clustered around the query patches. This suggests that distant
patches are often semantically irrelevant, indicating substantial
redundancy in global attention and the need for data-based
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Fig. 1. Images, Masked Images, Ground Truths, and Contour Loss Targets of the images from the Semantic Drone Dataset (SDD) [11].

sparsity to improve efficiency. Additionally, conventional self-
attention mechanisms rely on the similarity scores of all
query-key pairs for feature aggregation, but not all keys are
semantically relevant to a given query. Therefore, removing
irrelevant keys and values can reduce the susceptibility of
feature aggregation to noise, implying the need for content-
based sparsity to enhance representation quality.

When UAVs survey large areas, such as landscapes, cities,
or infrastructure, smaller objects—such as humans, vehicles,
or poles—occupy only a small portion of the image. As a
result, these objects appear significantly smaller compared to
larger features like roads, buildings, or fields. This diminutive
appearance of key objects presents challenges for semantic
segmentation networks in accurately detecting and recognizing
them. Fourier analysis of the feature maps shows that multi-
head self-attention (MHSA) attenuates high-frequency signals,
acting as a low-pass filter [10]. This behavior can exacerbate
errors in detecting small objects and boundaries. Therefore, a
method to highlight high-frequency components is required to
complement MHSA.

To address the three challenges mentioned above, we pro-
pose a lightweight semantic segmentation network and a
network-agnostic loss specifically designed for UAV imagery.
The DST incorporates both data-based sparsity, which reduces
computational complexity and increases inference speed, and
content-based sparsity, which filters out irrelevant information
to produce more refined aggregated features. The novel loss
leverages predicted contours to capture complex patterns,
boundaries, and small objects, imposing an additional penalty
for misclassifications in these areas. This encourages the
network to prioritize objects that are difficult to distinguish.
As shown in Figure 1, small objects (e.g., persons, bicycles,
cars, and obstacles) and boundaries are accurately predicted
in our pipeline and subsequently used to generate the targets
for the Contour Loss. As presented in Figure 2, our DST

Fig. 2. A comparison of accuracy, speed, and the number of network
parameters on the SSD dataset, with the size of the circle indicating the
number of network parameters. Inference speeds were evaluated using an
image size of 3072x2048 pixels on an NVIDIA RTX 2060 Max-Q 6G Mobile
GPU.

(denoted in red) exhibits an exceptional speed-accuracy trade-
off, offering key advantages such as low computational cost,
minimal memory usage, and low-latency processing, thereby
effectively meeting the stringent constraints of UAV platforms.
The contributions of this study can be summarized in three
aspects:

1) To reduce redundancy and eliminate irrelevant infor-
mation, we have developed a dual sparsity attention
mechanism that performs top-K attention within di-
lated sliding windows centered on each query token,
effectively integrating both data-based and content-based
sparsity.

2) To enable real-time image segmentation on UAV plat-
forms with strict hardware constraints, we have created
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